
Reviewing Someone Else's Code Without Being a Jerk

A comment that would sound fine said out loud can read as an attack in a PR thread. There's no face, no
tone of voice, no shared context that this is Dave being Dave again. Text on a screen, at 2pm, sitting
between the author and the "merge" button they were hoping to hit today.

"This is wrong" reads as a verdict. "Why not use a map here instead of nested loops?" reads as a question
you can actually answer. Same underlying concern, completely different experience for the person reading it.
Assume every comment you write will be read in the worst possible mood, because eventually one will be.

Commands versus questions

Compare these two comments on the same line of code:


Before: "Change this to use Promise.all. This is inefficient."

After: "Since these three fetches don't depend on each other, could we run them with Promise.all
instead of awaiting each one in sequence? Might shave a couple hundred ms off the load."



The first is a command with a judgment attached ("inefficient"). It's technically correct and still lands
badly - it tells the author what to do without explaining why, and it labels their work with a negative
word. The second asks a question, states the reasoning, and gives a concrete reason to care. The author can
say "good catch" or "actually I need them sequential because X" - either way, it's a conversation, not an
order.

You don't need this phrasing for every comment - "typo: recieve → receive" doesn't need a question mark.
Save the soft framing for anything that questions a decision the author made on purpose.

Observations work better than instructions

"You should extract this into a helper" assumes you know their reasons for not doing that already. Try
narrating what you're noticing instead: "I see this validation logic three times in this file - might be
worth pulling into one function, might not be worth it for three call sites. Your call." That last phrase
matters: it signals you're not blocking the PR over it.

Real example, seen in an actual PR: a comment that said only "no" on a 40-line function. No explanation, no
suggestion. The author had no idea what to fix and had to ask in Slack what the reviewer even meant. Compare
to: "This function does validation, transformation, and the DB write all in one place - if the DB write
fails partway through, we might've validated for nothing. Worth splitting?" Same objection, one version is
usable.

Picking your battles

Not every PR comment carries the same weight, and treating them all the same way (either steamrolling
everything or staying silent about everything) is how reviews go wrong. Rough hierarchy:


	Style nitpicks (naming, formatting, "I'd write this differently but it works") - mention lightly,
label them as opinion, and drop it after one round. "Nit: I'd call this userCount not cnt, but not
blocking on it."

	Real bugs (off-by-one, unhandled null, race condition, wrong logic) - these need to be raised clearly
and are worth blocking the merge over. Don't soften a real bug into invisibility for the sake of politeness:
"This will throw if user is null - looks reachable from the /guest route. Can we guard it?"

	Architecture concerns (this whole approach might not scale, this couples two modules that shouldn't
know about each other) - the biggest and rarest category. Raise it, but recognize it might mean redoing
real work, so bring reasoning, not a preference, and be open to "let's ship this and revisit."



A common early-career mistake is spending your credibility on nitpicks - fifteen comments about spacing and
variable names, nothing about the null pointer three lines down. Reviewers who catch real bugs earn the
right to be picky later. Reviewers who only nitpick get their comments skimmed.

A quick gut check before you hit submit

Before posting a review, skim your own comments and ask: if a stranger read only these, with no tone of
voice, would they sound like feedback or like criticism of a person? If a comment only makes sense in your
head as "I'm being efficient," rewrite it. Two extra sentences of context cost you nothing and save the
author a defensive reread.

Ready to check your understanding:
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Receiving Feedback Without Getting Defensive

Your PR comes back with eight comments and "changes requested" in red. Your stomach drops a little. That
reaction is normal - you spent hours on this, and it feels like you got graded, not your code. It
didn't. The two feel identical from the inside. They aren't the same thing, and learning to separate them is
most of what makes code review survivable.

The code is not you

Nobody comments "this function is bad" and means "you are bad at your job." They mean the function, on this
line, in this context, could be better. The reviewer usually didn't even think about you while writing the
comment - they were looking at the diff, not psychoanalyzing your worth as an engineer. You're the one
adding that layer.

A trick that helps: read the comment as if it were left on code you wrote a year ago, not code you wrote
this morning. Distance turns "you missed something" into "oh, that's a good catch" almost automatically -
because there's no fresh ego attached yet. The goal is to get there without waiting a year.

Healthy pushback versus defensiveness

Disagreeing with a reviewer is not the problem. How you disagree is what separates a good engineer from
one people dread reviewing.


Defensive: "It works fine, I tested it." (No reasoning. Treats "it works" as the only bar. Shuts the
conversation down.)

Healthy pushback: "I went with a single query here because the join was getting expensive at our data
size - happy to split it if you're worried about readability, but wanted to flag the tradeoff first."



The difference isn't tone, it's content. Defensiveness protects the code (and the ego) without engaging the
actual concern. Healthy pushback engages the concern, states real reasoning, and leaves room for the other
person to be right. Notice the healthy version doesn't apologize for disagreeing, either - "I disagree, and
here's why" is not rude. Silence and instant compliance without explanation aren't better than pushback;
they hide the disagreement instead of resolving it.

Watch for defensiveness tells in your own replies: explaining your reasoning after getting annoyed instead
of before, replying within ninety seconds, or leading with "well, actually" three comments in a row. None of
these mean you're wrong. They mean you're reacting instead of responding - close the laptop for five minutes
if you notice it happening.

When you think the reviewer is actually wrong

It happens. Reviewers make mistakes too - they misread the diff, don't have the context you do, or are
applying a rule that doesn't fit this case. The move isn't to concede to avoid conflict, and it isn't to dig
in silently and merge anyway. It's to make your case with specifics:


"I think this is actually safe - items can't be empty here because we validate it in the route handler
above (line 12). Want me to add a comment pointing that out, or are you thinking of a case I'm missing?"



This does three things: states your position, gives the evidence, and invites them to correct you if you've
missed something. Most disagreements resolve in one round of this. If it doesn't resolve after two rounds of
back-and-forth, that's the signal to stop typing and talk - a five-minute call settles what a 20-comment
thread won't, and text arguments have a way of hardening positions that a real conversation defuses in one
sentence.

If you're junior and the reviewer is senior, "they're probably right" is a reasonable prior - but a prior,
not a rule. If you have a specific, checkable reason (a test that passes, a line of code that handles the
case) it's worth saying so. Being wrong sometimes is the cost of ever being right out loud.

What actually helps in the moment

Before you reply to a review that stung: reread it once after the sting fades, usually the next time you
look. Comments that felt harsh at 9am often read as completely reasonable at 9:15, once "they think I'm
incompetent" has stopped being the story you're telling yourself. If a comment genuinely crossed a line -
mocking, sarcasm, "how did this even pass CI" - that's a tone problem worth naming directly to the person,
separate from the technical content.
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The Etiquette Nobody Tells You

Some of code review's biggest friction points never get written down anywhere. Nobody tells you how fast
you're supposed to respond, what "approve with comments" actually means versus blocking, or that "LGTM" can
mean either "I read every line" or "I skimmed the diff on my phone between meetings." You're expected to
absorb these norms by osmosis. Here they are directly.

You don't owe an instant reply, but going dark blocks someone

Code review isn't customer support - you don't need to drop what you're doing the second a review request
lands. Reasonable norm: same business day for small PRs, within a day or two for bigger ones, with a heads
up if it'll be longer ("in meetings all day, will look tomorrow AM"). Nobody expects you to review mid-focus
block on your own work.

What's not fine: a PR sitting unreviewed for four days with no comment, while the author refreshes the page
wondering if they did something wrong. Every hour a PR waits is an hour someone can't merge, can't build on
top of it, and often can't start their next task cleanly. Silence reads as "not a priority" even when it's
really "I forgot" - so if you can't get to it, say so in one line. That costs ten seconds and saves someone a
day of wondering.

If you're the author and a review is stalled past a reasonable window, a polite nudge is not rude: "Hey, any
chance you can take a look today? Kind of blocked on this." Reviewers generally want the reminder, not a
reason to be annoyed.

Approving with comments versus blocking

Most PR tools give you three real options, and mixing them up causes real confusion:


	Approve - "this is good to merge as-is." No unresolved concerns.

	Approve with comments - "this is good to merge, and here are some thoughts that don't need to hold it
up." Use this for nitpicks, "consider for next time," or a question you're curious about but don't need
answered before merge.

	Request changes / block - "don't merge this until we resolve X." Reserve it for actual bugs, security
issues, or things you genuinely believe will cause a problem in production.



The failure mode in both directions is common. Blocking on a naming preference makes the author (rightly)
annoyed and trains people to see your reviews as friction to route around. Approving without comments on a
PR that has a real bug, because you didn't want to seem difficult, is worse - it puts a bug in production to
avoid an awkward conversation. If you found a real issue, block. If it's a preference, approve and mention it
lightly.

What LGTM culture gets wrong

"LGTM" (looks good to me) is fine shorthand - the problem is what it's shorthand for. Two developers can
both type "LGTM" on the same PR: one read every changed line, traced the logic, and thought about edge cases;
the other opened the diff, saw it wasn't huge, and clicked approve between Slack messages. Both comments look
identical. Only one of them is actually a review.

Rubber-stamping happens for understandable reasons - review fatigue, trusting a teammate's track record too
much, a backlog of five PRs waiting and a meeting in ten minutes. It's still a real cost: review is one of
the few places that catches bugs before they ship, and an LGTM that means "I didn't really look" quietly
turns that safety net into theater. If you don't have time to actually review something, "haven't had a
chance to look closely, will circle back this afternoon" is more honest than a fast, empty approval - and
it's a completely normal thing to say.

A useful personal rule: never approve a PR you haven't actually opened and scrolled through. If you trust the
author enough to skip that, that's a legitimate call to make sometimes - make it on purpose, not by habit.


Where to go next

Code review etiquette is one piece of working well with other people's code. Reading Legacy Code
picks up right after this: how to make sense of code someone else wrote long before you got there, with no
one around to ask.
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