
Drawing the System

Threat modeling starts with a picture, not a checklist. Before you can ask "what could go wrong here," you need to know what "here" actually is - every component, every path data takes between them, and every point where you stop controlling that data. Skip the picture and you'll threat-model the parts of the system you happen to remember, which is a different exercise from threat-modeling the system.

The example: a file-sharing app

Say you're building a service where users sign up, upload files, generate shareable links, and can pay for a premium tier with a larger storage quota. Small enough to sketch on one page, with all the pieces that make threat modeling worth doing:


	Users - anonymous visitors and logged-in accounts, via a browser.

	Web server - your application code: auth, upload handling, link generation, API routes.

	Database - user accounts, file metadata, share-link tokens, subscription status.

	File storage - the actual uploaded bytes (think S3 or equivalent).

	Payment API - a third-party processor (Stripe-shaped) that handles card data and tells you when someone paid.



The diagram

A data-flow diagram (DFD) needs four symbol types: external entities (people or systems outside your control), processes (code that does something), data stores (where state lives), and arrows (data in motion). Draw it left to right, roughly in the order a request travels:

flowchart LR
  U[User - browser] -->|HTTPS requests| WS[Web server]
  WS -->|reads/writes| DB[(Database)]
  WS -->|upload/download| FS[(File storage)]
  WS -->|charge, subscribe| PAY[Payment API]
  PAY -->|webhook: payment succeeded| WS
  U -->|shared link, no login| WS


Nothing here needs special tooling - a whiteboard photo is a legitimate threat-modeling artifact. The point isn't the diagram's polish, it's the act of forcing every component and every data path into the open, including the ones you'd normally skip past because they're "just" a webhook or "just" a shared link.

Two paths are already worth noticing before STRIDE even starts. First, the shared-link flow lets a user reach the web server with no login at all - that's a distinct path from the authenticated one, with different assumptions. Second, the payment API talks back to you via a webhook, which means an external system gets to trigger state changes (marking an account as paid) inside your system.

Marking trust boundaries

A trust boundary is any line an arrow crosses where the level of control changes - where data stops being something you validated and becomes something you're trusting on faith, or where a different party gains the ability to act. This is the single most useful line you'll draw on the whole diagram, because every STRIDE finding in Phase 2 sits on top of one.

Boundaries in the file-sharing example:


	Browser to web server. Everything a user sends - form fields, file contents, filenames, headers - is untrusted until validated. This is the obvious one; everyone marks it.

	Web server to database. Lower-trust than it looks. If any upstream input reaches a query unsanitized, the boundary you thought was "internal" was never real.

	Web server to file storage. A boundary in two directions: what gets written (can a filename or path escape the intended bucket/prefix?) and what gets served back (does a browser trust content coming from your storage domain more than it should?).

	Web server to payment API, and back. Two separate boundaries, not one. Outbound (you send a charge request) is you trusting a third party with money and data. Inbound (the webhook) is the third party sending you a command - "mark this account as paid" - which means you're trusting a network request to change account state.

	The shared-link path. A quieter boundary: the moment a link leaves an authenticated user's session and becomes a bearer token anyone with the URL can use. Control passes from "we know who this is" to "whoever holds this string."



Notice what marking boundaries does that just listing components doesn't: it turns "the database" from a box into a question - which arrows into that box crossed a boundary, and were they validated before they got there? That question is what STRIDE in Phase 2 answers, boundary by boundary, instead of guessing at the whole system in one pass.

One habit worth keeping: redraw the boundaries when the architecture changes. A new admin dashboard, a new internal microservice, a new "trusted" partner integration - each one either sits entirely inside an existing boundary or draws a new one. Assuming it's the former without checking is how internal tools become the least-scrutinized part of a system.
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STRIDE, Applied

STRIDE is six questions, one per letter, that you ask at every trust boundary from Phase 1. Most explanations stop at definitions - "Spoofing is pretending to be something you're not" - and leave you no closer to finding anything in your own system. The definitions matter less than the habit of asking each question at each boundary and writing down what you find, even when the answer is "already handled."

Working through the file-sharing app's boundaries: browser-to-server, server-to-database, server-to-storage, server-to-payment-API (both directions), and the shared-link path.

Spoofing - is anyone able to pretend to be someone else?

Finding: The upload endpoint accepts a filename and a uploaded_by display field in the form data. If uploaded_by is trusted as-is and shown next to the file in another user's shared view, an attacker can upload a file that displays someone else's username - spoofing identity in the UI without touching the auth system at all. The fix isn't at the login boundary; it's realizing that identity can be spoofed downstream of a correct login, anywhere the server trusts a client-supplied label instead of deriving it from the session.

Finding: The payment webhook boundary is a spoofing target too - if the webhook handler trusts the request just because it hit the right URL, anyone who finds that URL can POST a fake "payment succeeded" event and upgrade their own account for free. This is the payment API pretending to be itself, from an attacker who never touched the real payment API.

Tampering - can someone modify data they shouldn't touch?

Finding: Share links are often just a token in a URL (/share/a1b2c3). If that token is short or sequential, an attacker can tamper with it - guess or increment their way into someone else's shared files - without ever hitting an authentication check, because the whole point of a share link is that it bypasses one.

Finding: At the server-to-storage boundary, if the upload path is built from user input (/uploads/{username}/{filename}) without sanitizing filename, a value like ../../other-user/secret.pdf tampers with the intended storage location. This is the classic path-traversal shape, but framed as a STRIDE finding it's specifically about tampering with where data lands, which is a narrower and more actionable statement than "check for path traversal."

Repudiation - can someone deny having done something, with no way to prove otherwise?

Finding: If file deletions and share-link creation aren't logged with a user ID, timestamp, and source IP, a user who deletes another account's file (via a tampering bug, or an insider with database access) can plausibly deny it - there's no record. Repudiation findings are almost always "we have no log for X," which is why this category gets skipped: it's not a bug in code, it's an absence.

Finding: The payment webhook again - if a "payment succeeded" event isn't logged with the raw payload before your handler acts on it, a disputed charge or a fraud investigation has nothing to point to. You can't reconstruct what the payment API actually sent versus what your handler did with it.

Information disclosure - is data reaching someone who shouldn't see it?

Finding: A share-link page that returns a 404 for "link doesn't exist" but a 403 for "link exists, but it's expired" discloses information through the shape of the response - an attacker enumerating tokens learns which guesses are close. Small, but it's exactly the kind of boundary-crossing leak that only shows up when you're deliberately looking at what a response reveals, not just what it's supposed to return.

Finding: File storage URLs - if files are served from predictable, unauthenticated storage URLs (common with misconfigured S3-style buckets) rather than through the web server's auth check, the storage boundary itself leaks every file to anyone with the URL, regardless of what the application layer enforces.

Denial of service - can someone degrade or take down the system?

Finding: Uploads are the obvious target: no per-user quota or file-size cap on the upload endpoint means one account can fill shared storage or exhaust server memory processing a multi-gigabyte file. The trust boundary insight here is that "logged-in user" is not the same as "trusted not to abuse capacity" - authentication doesn't bound resource use.

Finding: The payment webhook endpoint, if it does expensive work synchronously (re-verifying with the payment API, updating multiple tables) before responding, is a target for anyone who can guess the URL and flood it - even without valid signatures, if the handler does its expensive work before checking the signature.

Elevation of privilege - can someone get more access than they were granted?

Finding: If the premium-tier check happens in application code (if user.plan == "premium") rather than being enforced wherever storage quota is actually allocated, a race condition or a missed check on one code path (say, a bulk-import feature added later) lets a free user get premium storage - privilege elevation through an inconsistently enforced boundary, not through breaking auth.

Finding: The webhook boundary, once more: if a successful spoofed "payment succeeded" event (from the Spoofing finding above) also grants an admin role rather than just a paid plan - because some setup script uses the same webhook path for both - one weak boundary elevates privilege far past what "faked a payment" should buy an attacker.

Notice the payment webhook shows up in four of six categories. That repetition is the method working as intended - STRIDE doesn't spread your attention evenly, it concentrates it on the boundaries that are actually doing the most trust-shifting, which Phase 1's boundary-marking is what surfaced.
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From Threats to Action

Phase 2 produced roughly a dozen findings from one small app. A real system - more endpoints, more integrations, more years of accumulated code - produces dozens to hundreds. Treating every finding as equally urgent is how a threat model turns into a document nobody acts on. The output of threat modeling isn't the list; it's what you fix, in what order, and why.

Likelihood times impact, not a flat list

For each finding, ask two questions separately: how likely is someone to actually attempt this, and how bad is it if they succeed? Skipping the first question is the most common mistake - it's easy to fixate on the scariest-sounding outcome and ignore how hard it is to reach.

Rating the file-sharing findings from Phase 2 this way:




	Finding
	Likelihood
	Impact
	Priority





	Sequential/guessable share-link tokens
	High - no skill required, just enumeration
	High - direct access to other users' files
	Fix now



	Unsigned/unverified payment webhook
	Medium - requires finding the URL, but public webhook paths are guessable
	High - free upgrades, possible role elevation
	Fix now



	No upload size/quota limit
	High - any logged-in user can trigger it
	Medium - service degradation, cost, not data loss
	Fix soon



	Client-supplied uploaded_by field
	Low - narrow UI-spoofing impact, not account takeover
	Low-Medium - confusing, not damaging
	Backlog



	404-vs-403 timing/status leak on expired links
	Low - needs targeted enumeration
	Low - confirms a guess, doesn't grant access
	Backlog





The sequential token and the unverified webhook both land in "fix now" - not because they sound the most technical, but because both are cheap for an attacker to attempt and both hand over something valuable. The uploaded_by spoofing finding is real and worth a ticket, but putting it ahead of the webhook issue because it was "creepier" to write up would be optimizing for narrative instead of risk.

This is also where you decide what's not worth fixing at all. A finding with low likelihood and low impact - say, a theoretical timing difference in a rarely-used endpoint - can sit in a backlog indefinitely without that being negligence. Threat modeling that produces an unprioritized wall of findings is often worse than not doing it, because it buries the two things that actually matter under twenty things that don't.

Turning a finding into a fix

A threat-model finding names a gap; it doesn't specify the fix, and that's a feature - the fix usually already exists as a known pattern.


	Sequential share-link tokens → generate tokens as long, random, unguessable strings (a UUIDv4 or a securely-random 128-bit value, not an auto-incrementing ID). This is a straight application of the access-control thinking in authentication vs. authorization: a share link is a bearer credential, and it needs the same unguessability you'd demand of a session token.

	Unverified payment webhook → verify the payment provider's signature on every webhook request before trusting the payload, and reject anything that doesn't match. This maps directly onto the broken-access-control and injection-adjacent thinking in the OWASP Top 10 - an unverified webhook is an unauthenticated input being treated as a trusted command.

	No upload quota → enforce size and rate limits server-side, tied to the account, not just the request. Straightforward capacity control, not a novel defense.

	Client-supplied identity field → derive uploaded_by from the authenticated session server-side, never from form data. Never trust a client to tell you who it is when you already know.



Each fix is small. What made them findable wasn't cleverness at the fix stage - it was systematically asking the STRIDE questions at every boundary in Phase 2, instead of relying on a scan or a hunch to happen to point at the same spot.

What threat modeling doesn't do

Threat modeling finds design-level gaps: missing checks, wrong trust assumptions, boundaries nobody drew before. It does not verify that the code implementing the fix is correct. You can threat-model perfectly, decide "verify the webhook signature," and still ship a broken implementation - comparing signatures with == instead of a constant-time comparison, or checking the signature but not the payload it was computed over. That bug is invisible to a threat model and exactly what code review and testing exist to catch.

The reverse gap matters too: code review reads the code you wrote and rarely questions why a component exists at all or whether a boundary was drawn correctly in the first place, since by the time there's a diff to review, the architecture is already a given. A threat model happens earlier and asks a different question - not "is this code correct" but "is this design missing a check somewhere." Run both. Neither substitutes for the other, and neither substitutes for actually testing the running system.

Treat a threat model as a living document, not a one-time exercise. Re-run STRIDE against new boundaries whenever the diagram changes - a new integration, a new endpoint that crosses an existing boundary in a new way, a new "internal" service that turns out not to be as internal as assumed.
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